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Abstract 

The Hyper360 project implements a completely integrated 360o & 3D production pipeline as an end-user 

ready and verified tool set specifically in order to elevate the viewers’ perceived immersion through 

capturing 360o content of high quality and the embedding of 3D narrative elements. 

Hyper360 productions will be two-fold as two types of content need to be produced, with the first being 

omnidirectional video productions while the second focuses on free viewpoint video (3D) content 

production. Different production techniques are required for both cases, with the former involving quality 

analysis to identify stitching artefacts or other defects and ensure that on-set and/or live productions are 

completed successfully. On the other hand, the 3D content is post-produced but needs a more controlled 

environment. Hyper360 will introduce the novel concept of fused 3D and 360o content, with the 3D content 

being actual human performances. This will be realized by the Hyper360 fusion engine that will be 

delivered as a separate standalone editing tool. 

  



 
D3.2_v0.7 Preliminary Production Techniques 

 

3 

REVISION HISTORY 

VERSION DATE MODIFIED BY COMMENTS 

V0.0 21.09.2018 CERTH First draft 

V1.0 12.10.2018 CERTH 3D/360o Fusion contributions 

V2.0 13.10.2018 DRK 360o related contributions 

V3.0 16.10.2018 JRS Quality check contributions 

V4.0 18.10.2018 CERTH 3D production contributions 

V5.0 18.10.2018 CERTH First integrated version 

V0.6 26.10.2018 RBB Internal Review 

V0.7 30.10.2018 CERTH Final version 

  



 
D3.2_v0.7 Preliminary Production Techniques 

 

4 

 

TABLE OF CONTENTS 
Executive Summary .................................................................................................. 8 

1. Introduction ........................................................................................................... 9 

2. 360o Production Techniques .............................................................................. 10 

2.1 360o Video Tools .............................................................................................................................. 10 

2.2 360o Quality Analysis ....................................................................................................................... 13 

Metadata extensions for spatial localization and 360° video ............................................................. 14 

Projection & Mapping framework for 360° video ............................................................................... 21 

Extensions and Optimizations of Blurriness Detector ....................................................................... 22 

3. 3D Production Techniques ................................................................................ 27 

3.1 Updates in 3D Capturing.................................................................................................................. 27 

3.2 State-of-the-art in Performance Capture ........................................................................................ 28 

3.3 Performance Capture with Consumer Grade RGB-D Sensors ......................................................... 29 

3.4 3D Production Workflow ................................................................................................................. 31 

4. Fusing 3D & 360o Content .................................................................................. 33 

4.1 CapTion Rendering Engine ............................................................................................................... 33 

Ray Tracing ....................................................................................................................................... 33 

360o Fusion ........................................................................................................................................ 35 

4.2 CapTion AI-Based Fusion ................................................................................................................. 35 

360D Dataset ..................................................................................................................................... 36 

Learning 360o depth information........................................................................................................ 36 

5. Conclusion .......................................................................................................... 41 

REFERENCES ......................................................................................................... 42 

Appendix ................................................................................................................. 44 
 

  



 
D3.2_v0.7 Preliminary Production Techniques 

 

5 

LIST OF FIGURES 
Figure 1 OMNICAP real-life testing CASE #1 - MultiCam/MultiView capture. ...................... 11 

Figure 2 Camera placements and stage set up for the second production test of the 

OMNICAP. ................................................................................................................................ 12 

Figure 3 Demonstrating the OMNICAP during live operation at a music concert. ................ 13 

Figure 4 Coordinate system employed on the sphere. Image courtesy of [JVET17] ........... 16 

Figure 5 Mapping of pixel of an image in equirectangular projection to the corresponding 

angle pairs ( 𝜙, 𝜃). The sampling points (orange circles) correspond to the centre of a 

pixel. Image courtesy of [JVET17]. ....................................................................................... 17 

Figure 6 Illustration of the sphere region defined by a bounding box for representation 

„great circles“. Image courtesy of [OMAF18]. ..................................................................... 17 

Figure 7: Illustration of the sphere region defined by a bounding box for  representation 

„great circles“.Image courtesy of [OMAF 2018].................................................................. 17 

Figure 8 MPEG-7 fragment of geometric stitching error with Cartesian representation ...... 20 

Figure 9: MPEG-7 fragment of a local blurriness "heat map" with 4 x 3 regions .................. 21 

Figure 10: top image is the (cropped) input image, centre image is the edge image and  

bottom image indicates the blocks used for calculating the blurriness measure .......... 22 

Figure 11: Visualized distortion map for vertical edges ............................................................ 24 

Figure 12: Visualized coarse-scale blurriness map (4 x 2 matrix).  The blurriness value is 

overlaid in red tones (more intense red means higher blurriness) .................................. 25 

Figure 13: FVV capturing tool hardware synchronization. The user can select the master 

device from the dropdown menu in the available device widget. .................................... 28 

Figure 13 : Performance Capture method overview .................................................................. 31 

Figure 14 A brief production workflow overview ......................................................................... 32 

Figure 15 A multi-view input into the pipeline ............................................................................. 32 

Figure 16 Left to right: a) Our actor template mesh, b) Mesh fit to the input data of Figure 

15, c) Textured mesh .............................................................................................................. 32 

Figure 17 Cubemap rendering method. The equirectangular scene is projected to 6 cube 

faces, thus requiring 6 separate rendering passes to render the whole scene............. 34 

Figure 18: Comparison of rasterization (left) and ray traycing (right) rendering methods. 

During rasterization only the triangles that are visible to the camera are taken into 

account, while in ray tracing rays that represent reflections and refraction intersect 

with all the objects of the 3D scene, thus achieving higher quality results regarding 

lighting and shading. ............................................................................................................... 34 



 
D3.2_v0.7 Preliminary Production Techniques 

 

6 

Figure 19: Rendering results of the same 3D scene using a traditional rasterization 

rendering method (left) and ray tracing (right). In rasterization the fire that is not visible 

from the viewport does not interact with the rest of the scene. In contrast, with ray 

tracing the fire is reflected realistically on the car and the ground. ................................. 35 

Figure 20: Preliminary work on 360o Fusion tool, the fused 3D model is highlighted. ......... 35 

Figure 21: Samples from the 360D dataset renders. From left to right: 3D models of the 

scene that is rendered (glowing green outline), the rendered omnidirectional scene 

colour information (in equirectanglar format), the scene’s  depth information (depth 

increases as the colour lightens). ......................................................................................... 36 

Figure 22: Samples of the 360D dataset ..................................................................................... 38 

Figure 23: Qualitative results of our depth estimation models on our dataset’s test-split (i.e. 

unseen data). From left to right: The coloured omnidirectional scene, its 

corresponding ground truth depth map, UResNet predicted depth map, RectNet 

predicted depth map. .............................................................................................................. 39 

Figure 24: In-the-wild data. Qualitative results on samples of the SUN360 dataset where 

the there is no ground truth depth map available. .............................................................. 39 

Figure 25: Preliminary results of our unsupervised depth estimation method using RecNet.

 .................................................................................................................................................... 40 

Figure 26 Preliminary domain adaptation method results. From left to right: source 360o 

image, style image, restyled source image. ........................................................................ 41 

 

 
 

LIST OF TABLES 
No table of figures entries found. 
 
 
 
 
 
 
 
 
  



 
D3.2_v0.7 Preliminary Production Techniques 

 

7 

ABBREVIATIONS        

 

TYPOGRAPHIC CONVENTIONS 
 

Violet Bold used to highlight items of particular importance 

Dark Blue italic used to emphasise the text 

Green text used to cite information or documents inside the project  

Orange text used to cite information or documents outside the document  

Monospaced blue underlined text is used to indicate web and website URL 

 

             

           

  

PC Personal Computer 

CPU Central Processing Unit 

WP    Work Package 

AI Artificial Intelligence 

QC Quality Check 

FVV Free Viewpoint Video 

CNN Convolutional Neural Network 

HW Hardware 

EBU European Broadcasters Union 

HD High Definition 

ISA Interactive Simulated Annealing 

FFT Fast Fourier Transform 

GOP Group of Pictures 



 
D3.2_v0.7 Preliminary Production Techniques 

 

8 

EXECUTIVE SUMMARY 

This Deliverable describes the production techniques for the two distinct types of content produced within 

the Hyper360 project. It summarizes the work done within Work Package 3 – Free Viewpoint Content. Task 

3.1 “360o Video Tools” focuses on the production of omnidirectional content, while Task 3.2 “3D Content 

Production” focuses on the production of free viewpoint video (3D) content.  

As a result, the deliverable initially presents the production techniques for 360o video. To that end, the use 

of the OMNICAP capturing tool delivered in Deliverable D3.1 Capturing Tools is presented in testing, as 

well as, actual operating conditions, highlighting its capabilities and robustness in high quality productions. 

In addition, the quality analysis algorithms and extensions that were developed in this first period of the 

project are presented. These are the results of Task 3.3 “Content and Quality Analysis”. The main goals of 

the Hyper360 360o capturing workflow is to abide by the end-users needs when needing to set up 

omnidirectional content productions. 

Then, this deliverable describes the 3D production method and workflow as well as the updates to the 3D 

capturing tool. A brief review of the most recent state-of-the-art in performance capture is initially 

outlined. This aims to position the Hyper360 3D production method against other similar methods and 

highlight its advantages which focus on usability and flexibility in terms of production. An overview of the 

performance capture is offered as the details are available in the published paper. In addition, a set of 

workflow improvements are presented that aim to transform it in order to allow for its use outside of 

laboratory settings, in actual productions. 

Following, the deliverable outlines the innovative work done to enable the fusion of two distinct types of 

media, 360o video and free viewpoint video. To that end, a ray tracing engine has been developed to allow 

for efficient merging of the 3D content within the omnidirectional video. In addition, via this direction, the 

increased photorealism achieved by ray tracing will be exploited. The fusion engine will also be supported 

by an AI that will focus in improving the editing workflow by helping users position, scale and merge the 3D 

content in more plausible ways. This deliverable describes the first efforts to realize this AI by conducting 

research on monocular omnidirectional depth estimation. 

Finally, the ultimate goal of Work Package 3 is to offer a capturing and production toolset that will offer its 

end-users the capability of capturing both 360o and 3D content, ensure its quality and allow for its fusion. 

This way, Hyper360 aspires to enable new types of mixed content productions, allowing for novel ways of 

directing. 
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1. INTRODUCTION 

Following the release of the Hyper360 capturing tools, this deliverable now introduces the production 

techniques that will be used for both the 360o and 3D content productions, as well as their fusion. 

Regarding 360° productions, the OMNICAP capturing tool allows for a variety of mixed camera productions 

integrating multiple 360° and traditional cameras. In addition, a set of 360° specific quality analysis 

algorithms will allow for on-set checking to ensure the quality of the captures, and by extension 

productions. Further, the Hyper360 3D production tools, CapTion, will allow for free viewpoint video 

productions of actual, realistic human performances, as well as their compositing into omnidirectional 

content. Finally, aiming to ease this compositing, an AI has been foreseen that will guide the users’ 

workflow while editing. Towards that end, the first research steps and results are presented as well as 

future plans for improving 360° scene understanding and using it during compositing to achieve higher 

quality fusions and automation during editing.  
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2. 360O PRODUCTION TECHNIQUES 

2.1 360O VIDEO TOOLS 

Following its initial release at M08 the OMNICAP software suite and associated HW elements were 

successfully tested in multiple productions-related settings to evaluate its stability and usability 

under real-life production conditions. A basic demonstration of core features showing the SW in 

operation has been produced by DRK and is available in this video1. This demonstrates all 

functionalities of the software including the use and control of multiple camera types, live camera 

controls, stitching, automated tracking, video playback and live elements, as well as integration 

with Quality Analysis (Section 2.2).  

To allow for the better assessment of the developed tools in true-life production conditions, two 

technical evaluation tests were designed with increasing difficulty. Specifically, the first set of 

these tests were conducted in indoor “laboratory” settings where minor SW glitches would not 

have been critical as long as the outcome is successful, while the second test was part of a Live 

Music Concert show and production, where the camera images were used by and part of the 

actual show, making potential failure not an option. In both cases, the OMNICAP software modules 

performed without any error or problems while running for 30+ continuous operational hours as 

discussed in the following sections. 

Figure 1 shows our first complex test examples, where the OMNICAP prototype software was used 

to control and preview the live images from an Insta360 Pro camera together with 36 additional 

Full HD DSLR cameras in one of the MultiCam tests.  The technical setup, with individual camera 

views shown below, with a subject in the center. An additional test of a similar setup but placing 

the cameras in a semi-circle and placing the subject in front of a green screen background was also 

conducted as demonstrated in a video2 here. 

The purpose of these test were primarily related to testing the software's usability and stability to 

view and control multiple camera units from a central station and to help reduce the production 

time needed for camera set up and optical alignment. Using the OMNICAP effectively reduced the 

camera set-up time by as much as 3.5 hours with respect to previous times of similar recordings. 

The specific equipment deployed, involved the Black Magic Decklink units and HDM/SDI 

converters, 4K capture using Video Assist for an integrated view, MIDI and PowerMate controllers 

and Magewell and Inogeni USB capture to bring video streams into the main controller (see 

Deliverable D3.1 Capturing Tools and Deliverable D5.1 Preliminary Player Technology for further 

details).  

 

 

                                                           
1 https://s3.eu-central-1.amazonaws.com/hyper360/Hyper360_OMNICAP_Release1.0_May292018.mp4  

2 https://s3.eu-central-1.amazonaws.com/hyper360/D32_OMNICAP_MultiCamera_ProductionTests_DRK.mp4  

https://s3.eu-central-1.amazonaws.com/hyper360/Hyper360_OMNICAP_Release1.0_May292018.mp4
https://s3.eu-central-1.amazonaws.com/hyper360/D32_OMNICAP_MultiCamera_ProductionTests_DRK.mp4
https://s3.eu-central-1.amazonaws.com/hyper360/Hyper360_OMNICAP_Release1.0_May292018.mp4
https://s3.eu-central-1.amazonaws.com/hyper360/D32_OMNICAP_MultiCamera_ProductionTests_DRK.mp4
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Figure 1 OMNICAP real-life testing CASE #1 - MultiCam/MultiView capture. 

The second major production test of the OMNICAP software took place in M13. It was 4 days in a 

row Live Music production3 with a large number of TV cameras working together and the 

Hyper360 cameras providing live output for the LED Walls used during the show.  More 

specifically, there were: 

A. 4 robotic cameras (2 stationary positions on the sides, 1 above + 1 cable cam), 

B. 3 freehand manned cameras for LED Walls, 

C. 8 standard TV cams (4 center, 3 sides, 1 on stage), and 

D. 1 Jimmy Jib mounted broadcast camera.   

In addition, three 360o cams worked at multiple stage locations (see positions in Figure 2). From 

those 3 units, one was the principal, highest resolution camera located next to the key performer 

(Insta360 Pro). This unit was responsible for recording a stereoscopic 360o video, while outputting 

a live image for the show to use in specific moments. The other two cameras worked only for the 

live part of the show, and were also placed here and there during production due to the size of the 

stage and actions on multiple parts4. One of these was a dual lens camera model (Ricoh Theta) 

placed on, and another one is a single lens solution (Entaniya 280deg fisheye lenses with modified 

GoPro) placed on the stage floor (refer to the video for further details).  All in all there were a total 

                                                           
3 In compliance with EU regulations, no money or compensation was received from the production, neither by DRK as 

a company nor its employees taking part. 

4 During the final 2 concerts only one 360o cam was used due to technical limitations in terms of the number of 

available channels for the OBVan and Live Editing SW. 
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of 19 cameras working together creating multiple problems for line of sight, proximity and Wifi-

based remote control.  

The primary outcome of this extensive testing was that the OMNICAP system was running at least 

9.5 continuous, uninterrupted hours operating each day which added up to 28.5 hours error free 

operation on the 3 main show days.  The HW elements used in this production were the same as 

those described above. This provided evidence that this element of the system is “production 

ready” and also helped with early dissemination showing professionals working in the field the 

system in operation.  

 

Figure 2 Camera placements and stage set up for the second production test of the OMNICAP. 

Figure 3 demonstrates the core features of the OMNICAP during live operation at a music concert. 

The system allows multiple 360o camera locations and types to be managed  from a single, central 

location (upper row) and  record high resolution stereoscopic 360o files, while simultaneously 

outputting HD resolution live images for the TV OBVan (bottom left) and generate  shader-based 

camera effects for the LED Walls (bottom right). More details demonstrating core features and 

operation of the OMNICAP system on this test may be found in this video5. 

                                                           
5 https://s3.eu-central-1.amazonaws.com/hyper360/D32_OMNICAP_LiveConcertProduction_DRK.mp4  

https://s3.eu-central-1.amazonaws.com/hyper360/D32_OMNICAP_LiveConcertProduction_DRK.mp4
https://s3.eu-central-1.amazonaws.com/hyper360/D32_OMNICAP_LiveConcertProduction_DRK.mp4
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Figure 3 Demonstrating the OMNICAP during live operation at a music concert. 

2.2 360O QUALITY ANALYSIS 

In the following, a description of the research and development activities related to quality analysis for 

360° video quality analysis is given.  

The current JRS software framework for defect description employs MPEG-7 schema version 2, which is not 

capable of describing the spatial localization info needed for defects like blurriness (where the aim is to 

deliver a coarse-scale resolution loss map). Therefore, it was necessary to switch to the newer MPEG-7 

schema version 4, which incorporates a flexible framework6 for the generic description of defects. The 

extensions are designed in a way, so that in the future they could be added to the standard for the 

description of quality items defined by the EBU working group on Quality Control7. A detailed description of 

the extensions can be found in the subsection “Metadata extensions for spatial localization and 360° 

video”. 

For the adaptions of the QC algorithms for 360° video, it is necessary to have available the basic 

functionality for handling the projection formats (like equirectangular projection) employed there. 

Therefore, a framework was developed in C++ which provides functions for projection & mapping (e.g., 

map pixel position in equirectangular projection to pixel position in viewport). In the subsection “Projection 

& Mapping framework for 360° video” more information about this framework is given. 

In the subsection “Extensions and optimizations of blurriness detector”, the extensions and optimizations 

of the existing blurriness algorithm for 360° video are described. Specifically, adaptions were necessary due 

                                                           
6 https://www.iso.org/standard/66831.html  

7 https://tech.ebu.ch/qc  

https://www.iso.org/standard/66831.html
https://tech.ebu.ch/qc
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to the equirectangular projection, and the algorithm has been extended so that it delivers a coarse-scale 

resolution loss map. Furthermore, performance optimizations have been done on multiple places. 

METADATA EXTENSIONS FOR SPATIAL LOCALIZATION AND 360° VIDEO 

EBU QC GROUP 
The EBU group on Quality Control8 is working on optimizing the usage and interoperability of automated 

video quality control & quality check (QC) tools from different vendors, like VidiCert from JOANNEUM 

RESEARCH or Aurora from Tektronix. So far, the group has defined approximately 250 QC test items9,10 with 

a detailed description of the specific test, and its input and output parameters. Most of the test items are 

related to defects occurring in the metadata (wrapper) layer or video & audio baseband layer of traditional 

video. Examples for defects in the metadata layer are GOP structure or video frame rate mismatch11, and 

examples for defects in the audio & video baseband layer are block dropouts12 or loudness violation13 . 

A public API via a REST service is available 14 for automated access to the collection. 

MOTIVATION FOR EXTENSIONS 
QC for omnidirectional (360°) video has some special characteristics compared with QC for traditional 

broadcast video. Firstly, the process of capturing and generating omnidirectional video from multiple 

camera streams can lead to defects, which are specific to omnidirectional video. Examples are geometric or 

radiometric impairments due to improper calibration of the camera setup or stitching artifacts (ghosting 

artifacts) due to improper stitching algorithms. As these defects do not appear for traditional video, they 

are not listed as an EBU QC item. Secondly, for omnidirectional video, it is more important to have a precise 

spatial localization of the defect than for traditional video. This is, because for traditional video the whole 

frame is watched, whereas for omnidirectional video only a specific region (“viewport”) of the 

omnidirectional video is watched at a specific time point.  

Therefore, in the following we will propose several potential extensions to the EBU QC item types & 

representations, with the aim of providing more precise information about the spatial localization of a 

defect in omnidirectional video. The extensions are modelled in a way so that they are of use also for 

traditional video. The focus will be put on monoscopic omnidirectional video. 

Furthermore, new QC items specific to omnidirectional video (like stitching error) will be proposed, and 

existing QC items (like blurriness) will be extended for better spatial localization. 

PROPOSED EXTENSIONS TO TYPES AND REPRESENTATIONS 
Within the existing EBU QC data model15, there is already a rough spatial localization of a defect possible, 

via the attribute “SpatialRegion” in the “LocatorType” class. It is able to describe a single rectangular region 

in the frame, which is not sufficient for omnidirectional video. 

                                                           
8 https://tech.ebu.ch/qc  

9 https://ebu.io/qc/  

10 https://ebu.io/qc/items/  

11 https://ebu.io/qc/items/0042F  

12 https://ebu.io/qc/items/0039B  

13 https://ebu.io/qc/items/0010B  

14 https://ebu.io/help/qc/api  

https://tech.ebu.ch/qc
https://ebu.io/qc/
https://ebu.io/qc/items/
https://ebu.io/qc/items/0042F
https://ebu.io/qc/items/0039B
https://ebu.io/qc/items/0010B
https://ebu.io/help/qc/api
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In the following, we describe the proposed extensions to the EBU QC types and representations for 

providing more precise information about the spatial localization of a defect in omnidirectional video and 

traditional video. Specifically, two separate types16 are proposed along with additional representations17, 

when necessary. Furthermore, for clarity we describe the coordinate system we use on the sphere. Note 

that an input or output parameter can have only one type, and one representation. This has to be taken 

into account when defining output parameters for a new EBU QC items. 

Additionally, for newly proposed types and representations, in the actual implementation a prefix (e.g. 

“eu.hyper360” has to be prepended to the name of the type or representation (e.g. “eu.hyper360.real 

matrix” instead of “real matrix”). In case the proposed types and representations are accepted by the EBU 

group for quality control, then the prefix can be deleted. In the following, for simplicity the prefix to the 

proposed types and representation is omitted. 

Sphere coordinate system for omnidirectional video 

The same coordinate system will be employed as described in section 2 of [JVET17] and shown in Figure 4. 

The location of a point on the unit sphere is described via a pair of angles (𝜙, 𝜃). The angle 𝜙 is interpreted 

as longitude, and 𝜃 is interpreted as latitude. The value range of a point (𝜙, 𝜃)can be given either 

absolutely or relatively (as percentage of the absolute range). When given absolutely, the allowed value 

range of the longitude angle 𝜙 is the range [−180 180), and the allowed value range of the latitude angle 

𝜃 is the range [−90 90]. When given relatively, the allowed value range for both angles is the range 

[0, 100] and the values are interpreted as percentage of the allowed absolute range for the respective 

angle. 

The mapping of the sampling points (pixel) of an image in equirectangular projection to the corresponding 

angle pair (𝜙, 𝜃) is done in the same way as shown in Figure 5. So e.g. the center pixel of the image 

corresponds to the angle pair (0, 0) and to the point (1, 0, 0) on the sphere. 

“real matrix” type 

This type is useful for a QC detector which calculates a defect severity for each rectangular tile of a frame, 

where the image is divided into 𝑀 tiles in 𝑦 −direction and 𝑁 tiles in 𝑥 −direction. The tiles do not overlap. 

The coordinate origin is at the upper left of the image, 𝑥 −axis goes to the right and 𝑦 −axis goes down. In 

a report, this type can be visualized e.g. as a “heat map” for defect severity. 

Each value in the M x N matrix is a floating-point number. The M x N matrix can be serialized / deserialized 

as a one-dimensional array with 2 +  𝑀 ∗  𝑁 values, in the form 

[𝑀 𝑁 𝑎11 . . . 𝑎1𝑁  𝑎21 . . 𝑎2𝑁  … … 𝑎𝑀1  … 𝑎𝑀𝑁]. 

Other ways of serialization / deserialization are possible of course. Each value corresponds to the position 

of the center of a tile. For omnidirectional video, the tiling is with respect to an image in equirectangular 

projection. 

                                                                                                                                                                                                 
15 https://tech.ebu.ch/docs/other/qc/EBU-QC-data_model_description_v3_0.pdf  

16 https://ebu.io/qc/parameters/types/  

17 https://ebu.io/qc/parameters/representations/  

https://tech.ebu.ch/docs/other/qc/EBU-QC-data_model_description_v3_0.pdf
https://ebu.io/qc/parameters/types/
https://ebu.io/qc/parameters/representations/
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Figure 4 Coordinate system employed on the sphere. Image courtesy of [JVET17] 

“box list” type 

This type is a generalization of a list of rectangles / bounding boxes, in order to provide more precise spatial 

localization for traditional video and omnidirectional video. 

It is an 𝑀 𝑥 4 matrix, where 𝑀 is the number of bounding boxes. Each row of the matrix corresponds to one 

bounding box. Each value in the 𝑀 𝑥 4  matrix is a floating-point number in the range [0, 100] and is 

interpreted as a percentage of a certain range, where the range is depending on the employed 

representation. The M x 4 matrix can be serialized / deserialized as a one-dimensional array with 1 +  𝑀 ∗

 4 values, in the form 

[𝑀 𝑏11 . . . 𝑏14𝑏21 . . 𝑏24  … … 𝑏𝑀1  … 𝑎𝑀4 ]. 

Other ways of serialization / deserialization are possible of course. 

This type can have exactly one of the two following representations, both have to be newly defined. The 

first representation with name “Cartesian” is meant to be used only for traditional planar video, whereas 

the second representation with name “great circles” is to be used only for omnidirectional video. Let 𝐵 =

 [𝑏1 𝑏2 𝑏3 𝑏4] be one row of the matrix, corresponding to one bounding box. In the following, we describe 

for each representation how the values are interpreted. 

In the representation “Cartesian”, 𝑏1 and 𝑏2 are interpreted as the relative 𝑥 − and 𝑦 − coordinate of the 

upperleft point of the bounding box, while 𝑏3 and 𝑏4 specifies the width and height of the bounding box. 

All values are floating-point values and are given as percentage values in the range [0, 100]. The values 𝑏1 

and 𝑏3 are in percent of the image width, whereas the values 𝑏2 and 𝑏4 are in percent of the image height. 

The coordinate system is the same as for type “real matrix”. 
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Figure 5 Mapping of pixel of an image in equirectangular projection to the corresponding angle 
pairs ( 𝜙, 𝜃). The sampling points (orange circles) correspond to the centre of a pixel. Image 

courtesy of [JVET17]. 

 

 

Figure 6 Illustration of the sphere region defined by a bounding box for representation „great 
circles“. Image courtesy of [OMAF18]. 

In the representation “great circles”, the bounding box is given as a region on the unit sphere defined by 

four great circles. It corresponds to shape type 0 in section 7.5.6 of [OMAF18], the corresponding sphere 

region can be seen in Figure 6. The representation via great circles has the advantage that the sphere 

region is projected to a standard rectangle in the user viewport. When the user viewport is not “rolled” 
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(which is usually the case), then the rectangle will be also axis-parallel in the viewport. The tuple (𝑏1, 𝑏2) is 

interpreted as angle pair (𝜙, 𝜃) of the center point of the sphere region. The value 𝑏3 is interpreted as the 

angle Δ𝜙 which is added / subtracted to the angle 𝜙. The value 𝑏4 is interpreted as the angle Δ𝜃 which is 

added / subtracted to the angle 𝜃. By adding or subtracting the respective delta values, one can calculate 

the 4 outer points of the cross (marked in Figure 6) from the center point of the sphere region. All four 

values are in range [0, 100], so as percentage of the absolute value range of the respective angle given in 

section “Sphere coordinate system for omnidirectional video”. 

Furthermore, an additional third representation “longitude-latitude” for omnidirectional video could 

potentially be useful. It corresponds to shape type 1 in section 7.5.6 of [OMAF18]. The sphere region 

described by this representation will not appear as a rectangle, when projected to the user viewport. 

PROPOSED EBU QC ITEMS 

General remarks 

Note that an input or output parameter for a EBU QC item can have only one type, and one representation. 

This restriction has to be taken into account when defining output parameters for a new EBU QC item. 

E.g. in order to provide precise spatial localization info via a bounding box list for the stitching error QC 

item, it is necessary to define multiple mutually optional output parameters, one for each possible 

representation (Cartesian or great circles) for the QC type “box list”. These could be the output parameters 

with names “boxes (Cartesian)” and “boxes (great circles)”, all of them optional. The detector can choose 

then which of those to fill. 

Geometric stitching error 

Summary 

 ID: http://hyper360.eu/stitchingerror  

Category: subjective 

Alias: stitching artifacts; ghosting artifacts 

Tags: video 

Demo Images: 

Definition 

Used in Checks, the system shall check for the presence of visible geometric impairments due to improper 

stitching or calibration in omnidirectional video. Optionally the system may report the total area and the 

total duration of the artefacts in the video. 

http://hyper360.eu/stitchingerror
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Used in Reports, the system shall report the total area and the total duration of the artefacts in the video. 

Description 

Geometric stitching errors are visual impairments caused by imperfect generation of the stitched 

omnidirectional video from the raw camera streams or imperfect calibration of the camera setup. These 

geometric impairments can appear in various ways, e.g. as duplicated edges, skewed edges or ghosting 

artifacts. 

Input parameters 

a) Minimum area  

Minimum total impaired area expressed as percentage of the total surface area of the unit sphere. 

Real number, percentage with two digits, value range [0, 100], No unit, no locator 

b) Minimum duration 

Minimum duration of geometric stitching errors to be reported, integer, decimal, value range [0, ∞], unit 

“ms”, no locator 

Output parameters 

c) Check result 

Has the same properties as the respective output item for existing QC item for digital tape dropouts 

(https://ebu.io/qc/items/0039B), but with the following description: 

True when NO geometric stitching errors equal to or larger than the minimum area and minimum duration 

have been detected. False otherwise. 

d) Area segment 

Has the same properties as the respective output item for existing QC item for digital tape dropouts 

(https://ebu.io/qc/items/0039B), but with the following description: 

Total impaired area expressed as a percentage of the total surface area of the unit sphere. 

e) Defect boxes (Cartesian) 

Type: “box list”, representation: “Cartesian”, value range: [0, 100], Locator: yes, no unit, optional 

Provides precise spatial information about the locations where the geometric stitching errors occur. 

f) Defect boxes (great circles) 

Type: “box list”, representation: “great circles”, value range: [0, 100], Locator: yes, no unit, optional 

Provides precise spatial information about the locations where the geometric stitching errors occur. 

MPEG-7 Representations OF PROPOSED EBU QC ITEMS 

Geometric Stitching Error 

The proposed “box list” type, a collection of bounding boxes describing the location of stitching errors will 

be represented by an MPEG-7 SpatioTemporalLocatorType. Within this locator, an 

mpeg7:ParameterTrajectoryType contains the collection of boxes, which are defined as (extensions of) 

mpeg7:BoxListType.  

https://ebu.io/qc/items/0039B
https://ebu.io/qc/items/0039B
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All values of a single box are of type mpeg7:integerVector. To map these integer coordinates to the 

proposed “box list” type coordinates (defined as floating point percentages [0.0 . . . 100.0]) a coordinate 

system has to be referenced. 

Typically, such a coordinate system of type mpeg7:Spatial2DCoordinateSystemType is located somewhere 

in a parent segment and applies globally to all box list elements underneath without explicit reference. 

Although if necessary, it is possible to add references to a different coordinate system within the 

InitialRegion element (an mpeg7:ParameterTrajectoryType) or within the RegionLocator element (an 

mpeg7: SpatioTemporalLocatorType).  

Figure 8 shows a typical MPEG-7 fragment describing the geometric stitching error at three different areas 

within the frame 

.  

Figure 8 MPEG-7 fragment of geometric stitching error with Cartesian representation 

Local Blurriness 

To partition a frame into 𝑀 𝑥 𝑁 equal (rectangular) regions, (e.g. 4 𝑥 3), only a single Box definition is 

required, as can be seen in Figure 9. 
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Figure 9: MPEG-7 fragment of a local blurriness "heat map" with 4 x 3 regions 

PROJECTION & MAPPING FRAMEWORK FOR 360° VIDEO 
For the adaptions / extensions of the existing QC algorithms (blurriness, signal clipping, …) for 360° video, it 

is necessary that functions for handling the employed projection formats (typically equirectangular 

projection) are  available. Therefore, a framework was developed in C++ which provides helper functions 

for projection, mapping and viewport rendering. 

The same coordinate system is employed as described in section 2 of [JVET17] and shown in Figure 4. The 

location of a point on the unit sphere is described via a pair of angles (𝜙, 𝜃). The angle 𝜙 is interpreted as 

longitude, and 𝜃 is interpreted as latitude. Currently, the framework supports only equirectangular 

projection, which is the most common format for 360° video. The framework was designed in a projection-

agnostic format, so that additional projection formats (like the cube map format) can be added as needed.  

All functions are implemented on the CPU, and runtime-intensive functions like the rendering of a viewport 

are parallelized on the CPU with OpenMP. Care has been taken to avoid redundant computations, by pre-

calculating intermediate values, which depend only on the viewport. In the following, “base image” will 

denote the current frame of the 360° video in a certain projection format (usually equirectangular).  

The following functions have been implemented in the framework: 

 Utility functions, like for converting between Cartesian coordinates (𝑋, 𝑌, 𝑍) and polar coordinates 

(𝜙, 𝜃) or for retrieving the pixel intensity at a certain pixel position (𝑥, 𝑦) of the base image with 

bilinear interpolation. 

 Functions for mapping between a pixel position (𝑥, 𝑦) on the base image 𝐵 and the respective 

coordinates on the sphere, given as angle pair (𝜙, 𝜃). 

 Functions for mapping between the respective coordinates on the sphere and the pixel position 

(𝑢, 𝑣) on the viewport image for a specified viewport 𝑉. The viewport is uniquely specified by its 

center (on the sphere), the horizontal and vertical field of view and the width and height of the 

viewport image (in pixel). 

 Functions for rendering a viewport image, given a certain base image 𝐵 and a specified viewport 𝑉. 

For the rendering, bilinear interpolation is employed. 
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 Functions for generating an (approximately) uniform distribution of 𝑁 points on the unit sphere, by 

employing a Fibonacci spiral. The points can then be employed e.g. as input for a triangulation 

algorithm. 

For testing and debugging of the library and performance tests of the functions, a simple 360° video viewer 

has been implemented. It employs OpenCV for reading the video and provides navigation via the mouse. All 

parameters of the viewport (horizontal / vertical field of view, width and height of the viewport image, …) 

are adjustable via a configuration file. The rendering of an 1280 𝑥 720 pixel viewport with 75° horizontal 

FOV takes approximately 80 milliseconds on the CPU (Intel Xeon Quadcore 3.5 Ghz), so the viewer runs fast 

enough for interactive usage. 

EXTENSIONS AND OPTIMIZATIONS OF BLURRINESS DETECTOR 
In the following, the extensions and optimizations of the existing blurriness algorithm for 360° video are 

described. Specifically, adaptions were necessary due to the equirectangular projection, and the algorithm 

has been extended so that it delivers a coarse-scale resolution loss map. Furthermore, performance 

optimizations have been done on multiple places. 

 

Figure 10: top image is the (cropped) input image, centre image is the edge image and  
bottom image indicates the blocks used for calculating the blurriness measure 



 
D3.2_v0.7 Preliminary Production Techniques 

 

23 

Description of existing algorithm 

The existing algorithm for measuring blurriness / resolution loss is based on the work presented in 

[Feichtenhofer13]. In the following, a brief description of the main phases of the algorithm (see also Figure 

10) is given. 

In the first phase, a (binary) edge image is calculated from the input image. For this, first gradient images 

are calculated from the input image with a Sobel filter, and the average gradient magnitude is calculated. 

From this, an adaptive threshold is calculated which is used for calculating the binary edge image. An edge 

thinning is applied then, yielding the edge image. The edge image (see Figure 10 middle) is a binary mask 

image with a nonzero value for all pixels which are lying on strong image edges. 

In the second phase, the edge width image is calculated, which gives us for a certain pixel in the edge image 

the width (in pixels) of the corresponding image edge. For image edges which are blurred out, the 

corresponding edge width will be higher than for sharp image edges. In order to be more robust against 

noise, only longer edges are taken into account. Furthermore, only  edges with are approximately vertically 

oriented are taken into account.  The edge width for one edge pixel is now calculated by tracing along the 

edge gradient and stopping when a minimum / maximum intensity has been encountered. An interpolation 

step is then carried out in order to calculate the edge width with sub-pixel precision. 

From the pixel-wise edge width measure, now a block edge width measure is calculated. For this, the image 

is divided into blocks of size 32 𝑥 32 pixel. For each block which has a certain minimum number of edge 

width measurements, we calculate now the edge width for the block as the average of the per-pixel edge 

width measurements. Finally, a global edge width measure for the whole image is calculated as the average 

of a certain quantile (e.g., the lowest 30%) of the block edge width measure. From the global edge width 

measure, now a global blurriness value (or resolution loss value) can be calculated by applying a nonlinear 

function. 

Algorithm extensions  

General extensions 

Some general extensions have been done to the algorithm, in order to cope better with content from a 

360° video. Firstly, the phases where the edge width image is calculated has been extended so that the 

edge width can be measured also for pixels lying on approximately horizontal edges (not only vertical 

edges). This is important for the subsequent localization, in order to have more per-pixel measurements 

available. Especially in indoor scenes, there are naturally a lot of approximately horizontal edges in the 

content (e.g. from tables, …). Of course, that incurs also a higher runtime of the algorithm, which we 

counteracted by doing a couple of performance optimizations described in the next subsection. 

Furthermore, several parameters have been adapted in order to account for the size of the input images. 

E.g., an Ultra HD image coming from an Insta360 Pro camera has a size of 3840 𝑥  1920 pixel. 

Consequently, the block size has been increased also from 32 𝑥 32 pixel to 64 𝑥 64 pixel, and all thresholds 

relying on the block size have been adapted accordingly. 

Extensions for equirectangular projection 

The input image of the blurriness algorithm is one frame of the 360° video in equirectangular projection. 

Consequently, this means that the measure per-pixel edge widths (in the second phase) are biased. E.g., 

vertical edges are stretched (enlarged) out due to the employed projection. 

In order to correct for this bias, we calculate distortion maps for horizontal and vertical edges, which give us 

for each pixel the correction factor 𝐶 by which the measured edge width has to be multiplied in order to 
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correct for the bias. It is possible to pre-calculate these distortion maps, as they depend only on the 

resolution of the input image. 

In the following, the calculation of the distortion map for vertical edges is briefly sketched (for horizontal 

edges the procedure is nearly identical): 

 For each 𝑛𝑡ℎ pixel 𝑃𝑖 in 𝑥 − and 𝑦 − direction (e.g. every 10th pixel), a viewport 𝑉 is generated. The 

viewport has a horizontal field of view of 75𝑜 degrees, and an 16: 9 aspect ratio. The width of the 

viewport (in pixel) is set via the formula 𝑣𝑖𝑒𝑤𝑝𝑜𝑟𝑡_𝑤𝑖𝑑𝑡ℎ =  
𝑖𝑛𝑝𝑢𝑡_𝑖𝑚𝑎𝑔𝑒_𝑤𝑖𝑑𝑡ℎ

5
 . The divisor has 

been chosen as 5 because 5 ∗  75 roughly equals 360𝑜 degrees. By setting the viewport width as a 

fraction of the input image width we ensure that the blurriness measure is resolution independent 

(so should return the same value for the same content captured in 4K or 8K). 

 The point 𝑄𝑖  is calculated as the horizontal neighbor of 𝑃𝑖 via the formula 𝑄𝑖  =  𝑃𝑖  + (0, 𝑑𝑒𝑙𝑡𝑎). 

The value delta is chosen as 4 – 5 pixel. 

 Both points 𝑃𝑖 and 𝑄𝑖  are mapped into the viewport V, yielding the mapped points 𝑃_𝑣 and 𝑄_𝑣 

 The correction factor 𝐶 is now calculated via the formula 𝐶 =
| 𝑃𝑣 – 𝑄𝑣 |

| 𝑃𝑖 – 𝑄𝑖 |
  

 From the sparse map of correction factors, a dense map is generated for each pixel via the spatial 

interpolation method given in [Rosner09]. 

The visualized distortion map for vertical edges is shown in Figure 11. 

 

Figure 11: Visualized distortion map for vertical edges 

Extensions for spatial localization 

The existing blurriness algorithm calculates only one blurriness value for the whole input image. So in order 

to calculate a coarse-scale resolution loss map, the last phase of the algorithm had to be modified as 

follows. 

From the block edge widths, the goal is to calculate a coarse-scale blurriness map, e.g. as a 4 𝑥 2 or 6 𝑥 3 

matrix of blurriness values. This corresponds to the classical problem of interpolating function values at 

regular spaced points of a grid from known function values at irregularly sampled points (see Figure 10 

bottom). 

In order to calculate the function values at the points of the grid, we employ interpolation based on radial 

basis functions [Schaback07]. Specifically, we employ thin-plate splines as radial basis function and enable 

regularization in order to avoid overfitting. The visualized coarse-scale blurriness map can be seen in 

Figure 12. 
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Figure 12: Visualized coarse-scale blurriness map (4 x 2 matrix).  
The blurriness value is overlaid in red tones (more intense red means higher blurriness) 

Performance optimizations 

For one frame of a 360° video recorded with an Insta360 Pro in UltraHD (3840 𝑥 1920 pixel) resolution, the 

runtime of the adapted blurriness algorithm was roughly 900 milliseconds on a system with a Xeon 

QuadCore 3.5 GHz CPU. In order to reduce the runtime, several optimization steps have been applied on 

the CPU, which are described in the following: 

 For the regions near the poles of the sphere (specifically, for latitude >  60 𝑜𝑟 <  −60 degrees), 

the processing of the algorithm is skipped. This decreases the size of the input image, and speeds 

up consequently all phases of the algorithm. Furthermore, it makes the algorithm more robust, as 

the regions near the poles are highly skewed (in the image in equirectangular projection) which 

likely hurts the blurriness estimation, even with distortion correction enabled. 

 All loops which have not yet been parallelized (and which are parallelizable), have been parallelized 

on the CPU with OpenMP. Specifically, the calculation of the edge widths has been parallelized, 

which brings a major speedup. 

 Within the phase where the edge widths are calculating, a spatial subsampling is done. So not for 

every pixel of an edge its corresponding edge width is calculated, but only for every second or third 

pixel. The spatial subsampling changes the algorithm result only slightly, as the edge width 

measurements for consecutive pixels of an edge are highly correlated. Some thresholds of the 

algorithm had to be modified also, in order to account for the decreased number of edge width 

measurements. 

 For each edge width measurement, a refinement step is applied in order to measure the edge 

width with sub-pixel precision. The precision of the refinement step has been reduced from 1/8 

pixel to 1/4 pixel, which makes the refinement step significantly faster. Tests have been applied, 

which show that the algorithm result is practically the same with 1/4 pixel precision. 

 Other minor optimizations have been done on multiple places. E.g., the calculation of the 

horizontal and vertical image gradient has been merged now, parameters which have been handed 

over per-value are now per-reference, and a fast approximation of the 𝑎𝑡𝑎𝑛2 function is employed 

instead of the standard function provided by the runtime library. 
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With all these optimizations, the runtime of the adapted blurriness algorithm could be reduced by a 

factor of three, to roughly 300 milliseconds for one frame in Ultra HD resolution. For a robust 

blurriness estimation, it is usually sufficient to do temporal subsampling by measuring only every 10th 

image. When taking temporal subsampling into account, the blurriness algorithm for 360° video is able 

to run in real-time for input content in Ultra HD resolution. 
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3. 3D PRODUCTION TECHNIQUES 

3.1 UPDATES IN 3D CAPTURING 

This section provides an update to Deliverable D3.1 “Capturing Tools", regarding CapTion’s 3D FVV 

capturing tool and specifically the external, hardware triggered synchronization of the Intel RealSense 

Devices. As explained in D3.1, hardware multi-sensor synchronization had not been released by Intel, and 

thus, a software solution was developed. However, with hardware multi-device synchronization released 

during the summer of 2018, the capturing tool was updated accordingly.  

Synchronization between the devices is achieved in a master - slave context, with one device being the 

master and the others its slaves, following the master device’s trigger signal. In order to synchronize the 

devices, they must be connected via specific synchronization cables, which must be assembled by the user. 

Assembling these requires the following materials: 

 JST SHR-09V-S-B connector housing 

 SSH-003T-P0.2 connection terminal crimp pins 

 A 9 core, 28 AWG jacketed ribbon cable with good shielding 

More instructions about the components and assembling the sync cables can be found in the capturing 

tool’s Wiki page18. 

A detailed overview on our 3D FVV capturing station can be found in the published work “A low-cost, 

flexible and portable volumetric capturing system”. Paper can be found in the appendix section of this 

document. 

Regarding the software integration of hardware synchronization in the CapTion FVV Capturing tool, it can 

be easily achieved by selecting which device will be the master device and the rest of the devices will be the 

slave devices from the dropdown menu, as presented in Figure 13.  

                                                           
18 https://github.com/VCL3D/VolumetricCapture/wiki/Capturer-Setup  

https://github.com/VCL3D/VolumetricCapture/wiki/Capturer-Setup
https://github.com/VCL3D/VolumetricCapture/wiki/Capturer-Setup
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Figure 13: FVV capturing tool hardware synchronization. The user can select the master 
device from the dropdown menu in the available device widget.  

3.2 STATE-OF-THE-ART IN PERFORMANCE CAPTURE 

Over the last years, the research area in performance capture has expanded rapidly, since new needs are 

emerging in various fields, with 3D animation, telepresence, and teleconference and gaming industry being 

the major ones. The process of making a complete end-to-end performance capture station entails two 

important choices, the data acquisition system and the appropriate algorithm/method. In fact, these two 

factors are heavily intertwined, since every reconstruction method depends on a specific data format 

(monocular images, depth, stereo etc.). [Robertini16] use a system of 8 synchronized cameras to record an 

actor and later manipulate a template mesh. Firstly, their workflow require a template mesh, which can be 

acquired via laser scanning or multi-view reconstruction. Their workflow consists of 2 stages, the first one 

tracks the skeleton motion in the multi-view video frames and deforms the template mesh using skinning. 

This alone fails to capture the high quality details of the actor such as cloth and soft tissue deformation. In 

stage 2 they employ an extra layer of refinement for the high quality assets shown in the multi-view video, 

deforming the template mesh and refining the skeleton computed in stage 1 using a Gaussian 

representation of the vertices. [Robertini17] presents quite similar work where they use synchronized 

multi-camera setup of 8 cameras in a green-screen room, in order to achieve easier foreground-background 

segmentation. Additional input to their system is a coarse mesh animation of the actor, produced by 

another method. Similarly, they use a Gaussian representation in order to achieve high photo-consistency 

of the template mesh with the multi-view video. [Collet15] present a multi-view capturing station 

consisting of 53 RGB and 53 Infra-Red cameras placed in a green-screen room in order to produce a dense 

point cloud that later will be reconstructed to a watertight mesh using the Poisson reconstruction 

algorithm, after preprocessing the point cloud and cleaning it from isolated vertices. Then, they 

automatically select suitable key-frames in order to track them over the sequence to produce temporally 

coherent subsequences, which later can be processed independently from the total mesh. A key difference 

with the aforementioned methods is that they do not require a pre-scanned template model, with the 
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model being reconstructed only from the camera inputs. Albeit the excellent quality of the results, 

processing data from 106 cameras requires a big investment, is quite computationally expensive, and the 

setup is practically stationary with a complex and long installation time. [Xu18] presents a pioneering work, 

where they reconstruct an actor using a monocular video sequence and a pre-acquired template mesh, 

which is reconstructed from circular video of a still of the actor in T-pose using the reconstruction software 

Agisoft Photoscan19. They estimate the skeleton pose in each frame with a pre-trained CNN, compute the 

trajectory of each limb and in the end deform the template mesh to match with the skeleton pose. In order 

to capture the surface deformations they align the silhouette of the actor with the reconstructed and 

deformed mesh. Their results, given the fact that their capturing technique is very simple are very 

promising. However, similar to other methods, it requires the use of photogrammetry software to acquire 

the template mesh, an expensive licensed software. The problem that our work aims to address is the 

efficient tradeoff between a cheap and easy to use acquisition system and reconstruction quality. Despite 

the fact that the aforementioned works are considered as the state of the art in the performance capture 

field, no work has a fair tradeoff in the production sense to fill this gap. 

3.3 PERFORMANCE CAPTURE WITH CONSUMER GRADE RGB-D SENSORS 

The Hyper360 3D production technique, is a performance capture method that utilizes consumer grade 

RGB-D sensors. Given that depth measurements offer an implicit form of background estimation and 

silhouette extraction, we can operate it with only 4 sensors, reducing its overall setup and operation 

complexity. In addition, coupled with an advanced calibration method (as detailed in Deliverable D3.1 

Capturing Tools), and a modular distributed design with mini-PCs, it is a lot more portable, easy-to-use and 

flexible than similar methods. In addition, the use of depth sensors allows us to capture the user’s template 

mesh with the same capturing system, instead of relying on external software. More details can be found in 

the published version of our work “Fast deformable model-based human performance capture and FVV 

using consumer-grade RGB-D sensors” available online20. 

The first step of our method is to create the template mesh of the actor, which will be used and fit to the 

recorded data depicting the users’ captured performance. This is achieved by capturing our actor in a 

«neutral» pose facing the frontal camera. The depth data are converted to registered point clouds and are 

then used to generate a watertight mesh, using the Screened Poisson Reconstruction algorithm 

[Kazhdan13], which creates a surface mesh from a set of oriented points. This template mesh is rigged and 

skinned, associating a skeleton with it and, therefore, a way to puppeteer the mesh according to the pose 

of the skeleton. To that end, we use the Pinocchio method [Baran07] to produce our final skinned template 

mesh. 

Once the template mesh is available, our goal is to deform and displace it according to the input data, from 

now on referred to as tracking. Since our template mesh is skinned and rigged, its skeleton pose defines the 

pose of the mesh vertices. Our tracking method consists of 3 distinct layers: 

1. Layer #1 is a correspondence based method that uses the Levenberg-Marquardt [Gavin11] non-

linear optimizer and minimizes a point-to-plane error. Its goal is to find correspondences between 

the template and the acquired meshes by searching for points with similar orientation in a spherical 

neighborhood. Layer #1 is used for every frame after the first one, since it relies on the small 

                                                           
19 http://www.agisoft.com/  

20 https://ac.els-cdn.com/S0031320318300657/1-s2.0-S0031320318300657-main.pdf?_tid=e0c2adb6-f989-4f62-9ef1-

c997446f635a&acdnat=1539859190_9159ae8df2216059a22b01fb5ab01895  

http://www.agisoft.com/
https://ac.els-cdn.com/S0031320318300657/1-s2.0-S0031320318300657-main.pdf?_tid=e0c2adb6-f989-4f62-9ef1-c997446f635a&acdnat=1539859190_9159ae8df2216059a22b01fb5ab01895
https://ac.els-cdn.com/S0031320318300657/1-s2.0-S0031320318300657-main.pdf?_tid=e0c2adb6-f989-4f62-9ef1-c997446f635a&acdnat=1539859190_9159ae8df2216059a22b01fb5ab01895
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displacement assumption, which states that a vertex in a frame is spatially close to its position in 

the previous frame. When Layer#1 fails to find enough correspondences in a frame for some given 

vertices that belong to a limb (percentage is empirically selected), then next layer, Layer #2, is 

employed.  

2. Layer #2 uses a downhill optimization algorithm that minimizes a distance field energy, a closest 

point energy and a silhouette based energy function. The Nelder-Mead [Powell73] method is 

selected, which is requires fewer function evaluations per iteration than gradient-based methods 

and is in general fast and robust.  

3. Layer #3 is employed when Layer#2 fails to locate a missing limb. Layer #3 uses the Interactive 

Simulated Annealing (ISA) [Suman06], a global optimizer, to re-compute the pose of the template 

mesh, so that it matches the acquired frame. ISA minimizes the same combined energy function as 

Layer #2. It is the slowest layer in terms of processing speed, but it is used in the rare case where 

Layer#2 fails, as well as for the first frame to initialize the tracking process. 

All correspondences and energy function evaluations are performed against the reconstructed input point 

cloud using a parallel FFT based 3D reconstruction method [Kazhdan05]. In addition, these energy functions 

encapsulate some constrains of the human body valid poses and collision constraints, which discourages 

the algorithms to compute a pose where a limb is intersected with another body part. 

Once the template mesh is posed so that it matches the acquired mesh, a post-processing deformation step 

follows. Tracking a mesh only roughly brings the body and the limbs to the correct positions but fails to 

represent the fine details of soft tissues and the clothes folding. Thus, we use a Laplacian deformation 

algorithm that tries to refine the vertices of a mesh to target positions while trying to minimize deviations 

of each local patch’s orientation, effectively smoothly deforming the mesh. 

Finally, we need to texture/colorize the resulting mesh. Multi-view texture blending is used to produce a 

photorealistic representation of the resulting geometry. To overcome issues such as misalignments, camera 

imperfections (e.g. synchronization and intrinsics mapping) that result into foreground-background 

blending and artefacts (e.g. ghosting) creation, the colour data are pre-processed through filtering and 

erosion of the foreground. Since not all vertices are visible at each time step due to self-occlusions and the 

limited number of viewpoints, we also use a hybrid texturing-vertex colour rendering process by 

accumulating in a weight average manner the colours mapped onto each vertex in time. Then, the invisible 

vertices are colorized by this accumulated colour. Texture blending is achieved via normal-based blending 

with respect to viewpoints’ orientations. The method’s overall production flow is presented in Figure 14. 
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Figure 14 : Performance Capture method overview 

3.4 3D PRODUCTION WORKFLOW 

The aforementioned method’s production workflow comprises some discrete steps that are manually 

performed. Similar to other performance capture methods, its input is an animated (i.e. rigged and skinned) 

3D template mesh of the captured user. While most similar methods use a template acquired from 

expensive photogrammetric solutions and manually rigged and skinned via tools like Blender21. To improve 

the workflow and usability, as described in Section 3.3, we utilized a state-of-the-art reconstruction method 

that operates on oriented point clouds, which are captured by our multi-view RGB-D capturing system. In 

addition, we use an automatic approach for rigging and skinning of humanoid meshes. Nonetheless, these 

steps were performed manually during the development of the 3D production method. In order to smooth 

out the process and ease the workflow, these steps have been automated. The user needs to be captured 

still for a very short time in a neutral pose with their limbs separated from their body focused on visibility 

and separability of their body parts. As soon as the template mesh is generated (Figure 17 a)), the user’s 

performances are captured with the multi-view capturing system (Figure 16) and then the production 

method can be used on these recordings as presented in Figure 17 b) and c) with respect to the snapshot 

shown in Figure 16.  

                                                           
21 https://www.blender.org/  

Template 
Creation

•Capture the actor in a neutral pose and create a 3D mesh using Poisson Reconstruction 
algorithm

•Skin and rig the template mesh using the Pinnochio Software

Data 
Acquisition

•During tracking use the input depth information to estimated a registred oriented point 
cloud which will then be 3D reconstructed using an FFT 3D reconstruction algorithm

Template 
Manipulation

•Track the template mesh against the live reconstructed mesh using the aforementioned 3 
layered approach so that it fits the input live mesh

Deformation

•Deform the template mesh to encapture the high quality and fidelity of the user's per frame 
representation using Laplacian deformation algorithm

Texture 
Mapping

•Multi-view texture the mesh while aggregating temporal colour information at its vertices 
colours for colorizing occluded areas

https://www.blender.org/
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Figure 15 A brief production workflow overview 

 

Figure 16 A multi-view input into the pipeline  

   

Figure 17 Left to right: a) Our actor template mesh, b) Mesh fit to the input data of Figure 15, c) 
Textured mesh  

Template 
acquisition of 

the actor being 
in a neutral pose

Capturing the 
actror 

performing

Tracking actor in 
the recorded 

data and saving 
the tracked data
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4. FUSING 3D & 360O CONTENT 

CapTion’s Fusion tool, will provide 3D content embedding in 360o videos. While the technology behind it 

can be utilized for the embedding of any 3D asset, its purpose within Hyper360 is to allow for the 

emplacement of captured human performances within pre-captured 360o videos. Further, in order to 

improve the workflow of editing 3D content into omnidirectional video, CapTion’s Fusion tool will offer 

guidance during editing to alleviate the burden of manual placement, scaling and allow for higher quality 

fusion outputs. Overall, the goal is to achieve seamless placement of Mentors inside a scene captured in 

360o and support the production of immersive experiences. Consequently, two main technologies will drive 

the fusion engine: 

i. photorealistic rendering via ray tracing, and  

ii. a scene understanding AI for omnidirectional (360o) content.  

4.1 CAPTION RENDERING ENGINE 

RAY TRACING 
Ray tracing is currently the most advanced rendering technique as it can simulate the lighting traversal 

phenomenon and produce higher quality, photorealistic results. However, the rationale behind selecting a 

ray tracing graphics backend instead of a traditional rasterization based one will be briefly outlined. 

In a computer graphics pipeline, a 3D scene in its basic form comprises a set of position samples (i.e. 

vertices or points) in a Cartesian 3D space. These samples form a discrete surface, which is defined by a 

specific connectivity that forms polygons, typically triangles, in a predefined manner. However, 

rasterization based pipelines operate under the assumption that straight lines are rasterized (using either a 

perspective or orthographic projection), as straight lines. On the other hand, an omnidirectional (360o) 

projection, distorts straight lines as great circles, and is therefore, unsuitable for directly rendering 360o 

content. This has been circumvented with the use of cube maps, where the scene is rendered 6 times as 

depicted in Figure 18, and these renders, each one placed on the face of a cube, are projected onto a 

sphere (and by extension in equirectangular format). This is a complex process, both in terms of 

implementation but also processing wise. On the contrary, a ray tracing engine will simply need to project 

its rays following a spherical pattern to produce the same output, while also offering additional advantages 

like photorealism. 
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Figure 18 Cubemap rendering method. The equirectangular scene is projected to 6 cube 
faces, thus requiring 6 separate rendering passes to render the whole scene. 

Ray tracing simulates the physical phenomenon of how humans perceive the world (i.e. photons from all 

the light sources in a scene, are reflected on the scene’s surfaces and travel into our eyes). During ray 

tracing, rays are cast from the eye of a virtual camera, and when they intersect a triangle, they can be 

reflected or refracted. Therefore, all the objects of the scene can interact with each other, in terms of 

lighting and shading, giving the ability to produce very high quality photorealistic 3D renders. Additionally, 

rendering distorted views (e.g. equirectangular, which is the default projection format for 360o videos and 

images) is more efficient than and not as complicated as in traditional rendering methods. An intuitive 

illustration of how rasterization and ray tracing works is presented in Figure 19, while Figure 20 depicts 

the same 3D scene rendered via Rasterization and Ray Tracing. 

 

 

Figure 19: Comparison of rasterization (left) and ray traycing (right) rendering methods. 
During rasterization only the triangles that are visible to the camera are taken into account, 
while in ray tracing rays that represent reflections and refraction intersect with all the 
objects of the 3D scene, thus achieving higher quality results regarding lighting and 
shading. 
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To utilize all the advantages of ray tracing we employed NVIDIA’s OptiX 5.122 ray tracing Engine, which gives 

developers an efficient ray tracing API based on CUDA C, taking advantage of GPUs’ full power, to produce 

golden-standard quality rendering in terms of photorealism and high-end rendering results. 

 

Figure 20: Rendering results of the same 3D scene using a traditional rasterization 
rendering method (left) and ray tracing (right). In rasterization the fire that is not visible 
from the viewport does not interact with the rest of the scene. In contrast, with ray tracing 
the fire is reflected realistically on the car and the ground. 

360O FUSION 
The CapTion Fusion tool will be used to embed 3D human performances captured and produced by our 3D 

production pipeline, within 360o videos in a realistic manner. Users will be able to load such 3D assets (i.e. 

the Mentor) along with a 360o video, and then position the 3D content inside the omnidirectional scene in 

various modes (i.e. perspective, equirectangular and VR). A preliminary proof of concept for the CapTion 

Fusion tool is illustrated in Figure 21. 

 

Figure 21: Preliminary work on 360o Fusion tool, the fused 3D model is highlighted. 

4.2 CAPTION AI-BASED FUSION 

Placing a 3D asset in a (flat) 360o video can be very challenging; especially if the target result is expected to 

be photorealistic and seamless (i.e. the Mentor should be rendered naturally as part of the scene depicted 

in the video and not as an external, out of context asset that will appear as uncanny). CapTion’s AI based 

Fusion aims to aid with positioning, scaling and rendering the 3D performances by utilizing the recent 

                                                           
22 https://developer.nvidia.com/optix 

https://developer.nvidia.com/optix
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advances in machine learning, and more specifically deep learning using Convolutional Neural Networks 

(CNNs), in order to derive scene information from 360o media. 

The first and more fundamental type of information that can assist with placing 3D assets in a flat scene is 

the scene’s depth information (i.e. the distance of every pixel of the video from the camera that captured 

the scene). To extract depth from omnidirectional content we designed a CNN that would estimate a 

scene’s depth map using only monocular omnidirectional input. 

360D DATASET 
CNNs need a significant amount of training data to perform any task at hand. In our case, the required 

information is omnidirectional RGB images with their corresponding depth annotations. Unfortunately, 

datasets with 360o data in general are very sparse, and specifically, datasets with 360o depth information 

do not exist. To overcome this issue we created 360D, a dataset of omnidirectional indoors scenes with 

their corresponding ground truth depth annotations. For the dataset generation, we leveraged existing 

efforts in producing publicly available textured 3D datasets of indoors scenes, via rendering. This resulted in 

a dataset of 22,096 unique viewpoints of 360o indoors scenes, containing a mix of 3D scans of real as well 

as computer-generated scenes. The 360D dataset was presented in ECCV’s 2018 1st Workshop on 

360o Perception and Interaction and is publicly available at http://vcl.iti.gr/360-dataset/ and 

stored at Zenodo dataset repository. Figure 22 presents a small sample of the rendering procedure that 

was used to create the dataset and Figure 23 showcases some example data of its scenes. 

 

Figure 22: Samples from the 360D dataset renders. From left to right: 3D models of the 
scene that is rendered (glowing green outline), the rendered omnidirectional scene colour 
information (in equirectanglar format), the scene’s  depth information (depth increases as 
the colour lightens). 

LEARNING 360O DEPTH INFORMATION 
While CNNs have already been employed in monocular depth estimation tasks, showing promising results 

[Laina16, Eigen14, Liu16], these research activities have thus far only focused on traditional perspective 

images. This can be mostly attributed to the lack of sufficient quality paired colour and depth 360o datasets. 

http://vcl.iti.gr/360-dataset/
https://zenodo.org/record/1411881
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Given Hyper360’s unique position to have access to the first such dataset, we designed two CNN 

architectures, to receive a coloured 360o image as input and regress to the corresponding depth map in a 

fully supervised manner. Our method was presented in ECCV 2018 main conference, called “OmniDepth: 

Dense Depth Estimation for Indoors Spherical Panoramas”, with more details found in the accompanying 

paper in the Appendix, which can also be found online in the Computer Vision Foundation website23. 

The two CNN architectures that were trained are: 

a. UResNet, which is structured with a more established encoder-decoder architecture facilitating 

residual connections, and 

b. RectNet, which utilizes rectangular instead of square filters in the first pre-processing layers, having 

in mind the distortion in the equirectangular domain, which spreads horizontally close to the top 

and bottom edges (the sphere’s poles). Additionally, it facilitates progressively increased dilated 

convolutions in the middle layers to achieve a large receptive field, to capture the global context of 

the omnidirectional image.  

Figure 24 Illustrates sample results of our two methods in our dataset’s test-split, while Figure 25 

presents results on the SUN36024 dataset, where no ground truth depth is available. 

                                                           
23http://openaccess.thecvf.com/content_ECCV_2018/papers/NIKOLAOS_ZIOULIS_OmniDepth_Dense_Depth_ECCV_2

018_paper.pdf 

24 SUN360 is a dataset of real scenes captured with real 360o cameras. 

http://openaccess.thecvf.com/content_ECCV_2018/papers/NIKOLAOS_ZIOULIS_OmniDepth_Dense_Depth_ECCV_2018_paper.pdf
http://openaccess.thecvf.com/content_ECCV_2018/papers/NIKOLAOS_ZIOULIS_OmniDepth_Dense_Depth_ECCV_2018_paper.pdf
http://people.csail.mit.edu/jxiao/SUN360/
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Figure 23: Samples of the 360D dataset 
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Figure 24: Qualitative results of our depth estimation models on our dataset’s test-split (i.e. 

unseen data). From left to right: The coloured omnidirectional scene, its corresponding 

ground truth depth map, UResNet predicted depth map, RectNet predicted depth map. 

 

 

Figure 25: In-the-wild data. Qualitative results on samples of the SUN360 dataset where 
the there is no ground truth depth map available. 
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Figure 26: Preliminary results of our unsupervised depth estimation method using RecNet. 

While the results are promising, currently many state-of-the-art depth estimation methods [Godard17, 

Pilzer18] utilize view synthesis as the supervision objective. To that end, we will extend our work on depth 

estimation by learning omnidirectional depth via an unsupervised method. Unsupervised depth estimation 

involves two or more images of the same scene slightly translated with each other, i.e. operating as a 

stereo pair. The task is to estimate the disparity (i.e. the pixel offset of the same point in the scene, from 

one image to the other) and reconstruct one image from its pair. Under this scheme, the CNN will learn to 

map an omnidirectional image from the colour space to disparity space, from which depth computation is a 

matter of 3D geometric calculations. Some preliminary results are presented in Figure 26.  

As mentioned above, 360D dataset contains a mixture of synthetic and realistic omnidirectional coloured 

images with their corresponding depth annotations. The distribution of the 360D dataset is very different 

from that of captured scenes with real 360o cameras, and our trained models’ performance drops on real 

scenes as observed in the results of our methods on the SUN360 dataset. To improve their generalization 

potential, we will explore domain adaptation techniques. More specifically, we will enhance our dataset 

with more realistic augmentations to achieve better performance on unseen real scenes. Preliminary 

realistic augmentation results are presented in Figure 27. They are achieved by style transfer techniques 

after using real images as styles and transferring it on the synthetic source images. 

In addition to optimizing the tasks mentioned above, future work on scene understanding will focus on 

lighting estimation, which will increase the photorealism of the fused renderings, taking into account the 

scene’s global illumination. Moreover, driven by the fact that the majority of an indoors scene’s dominant 

surfaces are planar (e.g. walls, floor, ceiling), future plans include training a network to estimate the 

surfaces’ orientation which can be used to add further photorealism in the final rendered outputs.  
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Figure 27 Preliminary domain adaptation method results. From left to right: source 360o 
image, style image, restyled source image. 

 

5. CONCLUSION 

In this deliverable we have begun with presenting OMNICAP, a tool for robust and easy 360o video 

capturing which was put into practice for long period capturing without errors, effectively demonstrating 

its robustness. Furthermore, a measurable improvement on reducing the production time needed for 

camera setup and optical alignment was reported. Secondly, we have reported work that has been 

conducted for 360o Quality Analysis. The capability to analyse the content’s quality is invaluable during 

capturing to aid in camera/scene positioning, as well as during production to assess the placement of 

virtual elements. Moreover, we proposed Metadata extensions for 360o video spatial localization 

accompanied by projection & mapping framework for 360o videos. An extended and optimized Blurriness 

Detector was also proposed for 360o videos. Third, we introduced the Hyper360 3D production technique 

which is based on performance capturing with consumer grade RGB-D sensors. We have presented the 3D 

capturing workflow and concluded by introducing our novel work for 3D and 360o video fusion by 

developing a ray-casting engine for this purpose, as well as offer our preliminary results in designing and 

implementing an AI for guiding during this cross-media fusion. The results initially focus on estimating 

depth from 360o scenes with preliminary – and promising – results presented. At the same time, the 

limitations of this approach were identified that dictate our future directions in terms of research and 

development. 
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